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ABSTRACT
Automatic extraction of protein-protein interaction (PPI)
information from scientific literature is important for build-
ing PPI databases, studying biological networks and discov-
ering new biological knowledge through automatic hypoth-
esis generation. In this paper, we present a new method for
PPI extraction based on a mixture of logistic models. The
method automatically clusters interaction words (words that
describe the interactions of protein pairs) into groups with
similar grammatical properties. Logistic models are fitted
for each cluster of interaction words. Directionality of inter-
actions is an essential piece of information for many protein
interactions and important for building directed biological
networks. Most of current PPI extraction methods do not
extract the directional information of interactions. This is
in part due to the lack of specific corpora with directionality
information annotated. We introduce a new corpus, PICAD,
for evaluating PPI extraction tools that includes directional
annotation. In addition, we propose an ensemble approach
using logistic regression, Bayesian Networks, and SVM for
identifying PPIs. We show that using an ensemble of clas-
sifiers allows us to capture different features in the text and
report an F-measure of 75.7% using our new corpus.

1. INTRODUCTION
Nearly all cellular functions are orchestrated by protein-
protein interactions (PPIs). These highly specific interac-
tions are responsible for processes such as DNA replication,
signal transduction, metabolism, and apoptosis. Access to
this information is essential in understanding the cell as a
complete system [8], [12], [31]. Published literature remains
the most reliable repository for information about past and
current discoveries concerning protein-protein interactions.
However, the rapidly growing body of publications makes
it impossible for biologists and researchers to keep up to
date by manually reading the literature [15]. Thus there
is demand for processing information in unstructured text
and presenting it in a structured format. Placing the ex-
tracted information in a structured format makes more in-

formation accessible to researchers. Some databases, such
as BioGRID [28], accomplish this largely through manual
annotation. However, manual approaches consume valuable
time and resources making automatic methods more appeal-
ing [2].

Automatic methods use various models/rules for PPI extrac-
tion to simulate the gramma used by human in writing ar-
ticles. These rules may be manually defined, automatically
learned, or a combination of the two [6]. Early methods used
simple, manually defined rules such as co-occurrence [27, 16,
3, 30, 23]. Other methods that used manually defined rules
for extracting PPIs include Park et al. 2001 [24], Leroy and
Chen 2002 [20], Temkin and Gilder 2003 [29], and Jensen
et al. 2006 [15]. Although these approaches show success,
a major drawback is the lack of coverage for cases not cap-
tured by the defined rules or patterns.

By automatically learning language rules using annotated
text, machine learning methods have been able to reduce the
false positive rate and increase coverage. Chowdhary et al.
2009 [6] used Bayesian networks for classification of candi-
date interactions. Huang et al. 2004 [14] used dynamic pro-
graming to align sentences and implement a pattern match-
ing algorithm. Kim et al. 2008 [18] created an online solu-
tion, PIE, which combine rule based and machine learning
method to predict interaction patterns. SVM and kernel
approaches have become increasingly popular for the infor-
mation extraction task of PPIs. Some recent kernel based
approaches include the shallow linguistic kernel of Giuliano
et al. 2006 [10], the spectrum tree kernel of Kuboyama et
al. 2007 [19], and the all-paths graph kernel of Airola et
al. 2008 [1]. Tikk et al. 2010 [31] provided a thorough
comparison of many kernel approaches.

Finally, some extraction tools seek to combine the benefits
of both manually defined and learned rules. Zhou et al.
2008 [33] proposed learning a semantic parser using a hidden
vector state model. In a recent work, Bui et al. 2010 [4]
proposed a hybrid approach. The first phase is rule based
in which candidate PPI pairs are classified into one of five
manually defined groups based on order and relational word
form. The learning phase uses SVM with the RBF kernel for
classification by groups. They report that classification in
manually defined groups increased precision and F-measure
over the use of a single model.

In this study, we propose using a mixture of logistic models



for classification based on group membership. The number
of components in the mixture model is initially provided
by manually defined rules, but reduced to avoid overfitting
based on performance measures. Similar to Bui et al. [4], we
show there is improvement when using a mixture of models
rather than using the same model for all candidate interac-
tions.

Finally, we note that a limited number of benchmark datasets
are available. Some of these include AIMed [5], BioInfer [26],
HPRD50 [9], IEPA [7], LLL [22], and GENIA [17]. We
propose the addition of a new benchmark corpus, PICAD,
which includes directional annotation of 2550 protein-protein
interaction pairs.

2. MATERIALS AND METHODS

System Overview

1. Obtain relevant abstracts and split into sentences.

2. Tag triplets in sentences using protein name and inter-
action word dictionaries. Only sentences with at least
one triplet are considered.

3. Extract corresponding feature vectors for each triplet.

4. Classify triplets using a mixture of logistic models,
Bayesian Network, and SVM.

5. Final predictions based on ensemble results.

2.1 Dictionaries
Triplets represent a candidate interaction present in the text.
They are comprised of two protein names and a relational
word that describes the interaction between two proteins.
In order to identify these candidate interactions we make
use of two dictionaries: (1) a protein name dictionary and
(2) an interaction word dictionary, compiled in an earlier
study [6]. The protein name dictionary consists of 68,970
protein names acquired from BioGrid. The interaction word
dictionary contains 192 words which are frequently used in
the literature to describe interaction relationships between
proteins. We augment this dictionary by including informa-
tion about form and directionality of each interaction word.
Including the directionality property is important for ex-
tracting more context specific details. For example, words
such as inhibits and phosphorylate have a directional prop-
erty since A inhibits B means something different than B
inhibits A. Knowing which protein is being inhibited is vi-
tal to understanding the biological relationship between the
protein A and protein B.

2.2 Features
Once triplets have been identified, we extract features from
the surrounding text that will be used to classify each can-
didate interaction as true or false. We used the features
adopted in an earlier study [6] and added some additional
features based on part-of-speech tagging results using nat-
ural language processing (NLP) techniques. The additional
information captures grammatical structure surrounding PPIs.
Some of the features include the distance (number of words)

between triplet terms (D1 and D2), triplet order, and the
presence of negative words such as not and but.

For features derived from part-of-speech tagging, the pub-
licly available Stanford part-of-speech tagger [32] is used to
tag the sentences and from this we count the number of
verbs in each triplet region (VerbD1/VerbD2 ). The num-
ber of verbs within the triplet captures the complexity or
simplicity of the relationship. We also extract the number
of commas in each triplet region (CommaD1/CommaD2 ),
which captures whether there is a break in the topic (one
comma) or perhaps there is an aside about one element
in the triplet (two commas). An aside in the triplet re-
gion would increase D1 or D2, signaling a false relationship.
However, if the number of commas is also recorded, we may
capture that this increased distance is simply due to an in-
terposition. This following example illustrates this idea.

Here we show that B cell maturation protein (BCMA), a
member of the TNF receptor family that is expressed only by
B cell lymphocytes, specifically binds to Tall-1.

Two indicators are used for the presence of the preposition of
before the protein names. If present, the author is typically
referring to a particular region of the protein. This feature
explains circumstances when D1 or D2 may be larger, but
the relationship is still true. Binary indicators for nouns
before and after each protein name are also used for a similar
purpose. In total, 20 features are used to capture language
around an interaction word including the ones we mentioned
above and those used in an earlier study [6].

2.3 Mixture of Logistic Models
In order to classify triplets as true or false, we learn three
classifiers and combine their results using an ensemble ap-
proach. The first classifier we learn is a mixture of lo-
gistic models using manually annotated sentences and ex-
tracted feature vectors. The assumption is made that lan-
guage rules for interaction words of similar form are also
similar. The data is given an initial grouping according to
this assumption. In the training data, some of the inter-
action words occur in many triplets (activation 239, bind-
ing 273, and interaction 321) while others have only a few
observations (inactivated 1, tether 2, and inactivating 3).
Words having few observations are grouped with an interac-
tion word having many observations of the same form. Let
G0 = {g1, g2, ..., gK} be such an initial grouping.

We then define the probability density function for the lth

observation, yl, using a mixture density:

f(yl; θ) =

K∑
i=1

ηifi (yl; θi),

where ηi =

{
1 if yl ∈ gi

0 otherwise
and

fi (yl; θi) = θ
yl
i (1− θi)

1−yl .



Then θi is related to the observed features though the logit
link function,

θi =
exp

{∑
j βijxlj

}
1 + exp

{∑
j βijxlj

} .
The observed value of feature j for observation l is denoted
by xlj . Given the labels, η, this equivalent to optimizing
with the usual MLE’s for each component density, fi(y; θi).

Note that K, the number of groups, has so far been fixed
based on some very general assumptions about language.
However, the number of groups may be reduced to avoid
overfitting and allowing more observations to be used for es-
timating each component in the mixture. There is no best
solution for determining the number of components in a mix-
ture density. Schlattmann and Böhning (1993) used resam-
pling to determine K in a mixture of Poissons concerning
disease mapping and Wang (1996) reported positive results
for the use of AIC and BIC [21]. We explore the approach
of reducing K based on improvement in cross validated ac-
curacy. Consider a form of hierarchical clustering of the the
model coefficients across mixture components. First calcu-
late all pairwise Euclidean distances between the rows of a
matrix B containing estimated coefficients for each mixture
component,

B =


β̂11 β̂12 · · · β̂1p

β̂21 β̂22 · · · β̂2p

...
... · · ·

...

β̂K1 β̂K2 · · · β̂Kp

 .

This results in D, an K ×K triangular matrix with K(K −
1)/2 pairwise distances. Two groups, gm and gn, having
the most similar estimated models according to {m,n} =
index {min (D)} are combined to form one new group. Within
each group, or mixture component, BIC is used for model
selection to further reduce overfitting.

G0 = {g1, g2, ..., gK} is updated to G1 = {g1, g2, ..., gK−1} if
the accuracy is improved with the new grouping. This con-
tinues until no more improvement can be made in accuracy
and the resulting density may be used for classification.

2.4 Bayesian Network and SVM
To the best of our knowledge, mixtures of logistic models
have not been used in biomedical text mining applications.
However, machine learning methods such as Bayesian Net-
works (BN) and especially SVM have been used to this end.
Both approaches have shown success and we will incorporate
them as the remaining classifiers in our ensemble approach
with WEKA version 3.6.3 [11]. The BN is initialized with
a näıve bayes classifier which assumes independence among
all the features. Since this is a poor assumption both intu-
itively and quantitatively, we find a more optimal structure
through a hill-climbing search. The number of parent nodes
is limited to two so the search space may be reduced. Sup-
port vectors are trained in WEKA using Platt’s sequential

Table 1: 10-fold cross validation results using a mix-

ture of logistic models with different grouping schemes.

R(recall)=TP/(TP+FN), P(precision)=TP/(TP+FP),

S(specificity)=TN/(TN+FP), F(F-measure)=2PR/(P+R),

A(accuracy)=(TP+TN)/(TP+FP+FP+FN)

Method R P S F A

Single Logistic 68.1 72.3 90.8 70.0 84.9

6 Components 69.3 74.6 91.6 71.6 85.8

Logistic Mixture 73.3 74.4 91.0 73.7 86.4

minimal optimization algorithm (SMO) [25] with a polyno-
mial kernel.

3. RESULTS
3.1 Datasets
We use the proposed benchmark corpus, PICAD (Protein-
protein Interaction Corpus with Annotated Directionality)
to evaluate performance. The corpus is constructed from
1,037 sentences in PubMed (pubmed.gov) abstracts and with
a total of 2550 triplets, indicating that some sentences con-
tain more than one triplet. Approximately one-fourth (668)
of the candidate triplets represent true interactions. This
fact should be noted since performance results (recall and
precision) may vary depending on the percent of true cases
present. Furthermore, our corpus contains a diverse repre-
sentation of interaction words. There are 90 different rela-
tional words in all, while other methods have been evaluated
on far fewer. For example, Ono et al. [23] only considers the
relational words interact, associate, bind, and complex and
nearly 60% of Huang’s sentences contained the interaction
words bind and interact [13].

3.2 Cross Validation Results for ML
First we consider the rationale for classifying PPIs using a
mixture of models rather than single logistic model. The
grouping scheme previously defined is used to determine
mixture components and compared to the grouping scheme
proposed by Bui et al. [4]. Table 1 shows the results from
10 fold cross validation on the PICAD corpus.

The first row represents results using a single logistic model
for classification. The second row shows the results us-
ing a grouping scheme similar, but not identical, to Bui
et al. [4] which defines groups based on form and order
of the interaction word. Specifically, the following groups
were used: (1) ProtA-Noun-ProtB, (2) ProtA-Verb-ProtB,
(3) Noun-ProtA-ProtB, (4) Verb-ProtA-ProtB, (5) ProtA-
ProtB-Noun, and (6) ProtA-ProtB-Verb.

The final row represents the results using our grouping scheme
based on form of the interaction word and collapsing groups
until accuracy no longer improves. A mixture of logistic
models with six components as defined above outperforms a
single logistic model. However, allowing more flexibility in
learning the grouping provides even more improvement in
the results.



3.3 Ensemble Results
Performance is considered when an ensemble of classifiers,
namely a mixture of logistic models, BN, and SVM is used.
As expected, performance improves when incorporating pre-
dictions from all three classifiers. We do this first using a
simple majority vote with the binary predictions (0.5 cut-
toff) from each classifier. We also consider fitting a logistic
model with the three predicted probabilities to make a final
classification. The last two rows of Table 2 show that results
using either approach are fairly similar. Also notice in Ta-
ble 2 that the standard evaluation measure, F-measure, sees
a 2% gain when the ensemble results are used compared to
each classifier individually.

Table 2: Ensemble results

Method R P S F A

Logistic Mixture 73.3 74.4 91.0 73.7 86.4

SVM 71.8 76.0 92.0 73.8 86.7

BN 70.4 75.8 92.0 73.0 86.4

Majority Vote 72.5 78.7 90.5 75.5 87.7

Logistic 71.5 80.4 93.8 75.7 88.0

The improvement made by combining several classifiers sug-
gests that there are some differences in predicted values. We
examine these difference in Table 3. The first row is sim-
ply the sample correlation between predicted probabilities of
the two classifiers and the second row gives Cohen’s Kappa
Statistics for agreement between the discretized predictions.
A close inspection shows that predictions based on the two
machine learning methods are more closely matched than
those made by the mixture of logistic models. In fact, χ2

tests reveal statistically significant differences in the feature
distributions where each classifier outperformed the others.
The machine learning methods captured the presence of neg-
ative words not and but better than the mixture model,
while the mixture model had higher recall and captured the
effect of commas and breaking words in the sentences more
efficiently than the machine learning classifiers. This further
affirms our use of an ensemble approach for extracting PPIs.

Table 3: Comparison of Predicted Probabilities

SVM-BN SVM-ML BN-ML

ρ̂ 0.90 0.78 0.75

κ 0.79 0.67 0.64

% Agreement 92.1 87.4 86.5

4. DISCUSSION
In this study, we develop a mixture of logistic models to
extract protein-protein interaction pairs together with the
words describing the interactions and the directionality of

the words. The interaction words and directions are impor-
tant for biologists in their research and essential in knowl-
edge discovery using the extracted interactions. As far as we
know, there have been very few PPI extraction methods that
extract information at such level of detail. In addition, we
combine the strengths of multiple machine learning meth-
ods, including Bayesian networks, SVM, and the mixture of
logistic models to further improve the performance for PPI
extraction. Furthermore, we build a new benchmark cor-
pus for PPI extraction tools with annotated directionality
information, which is the first of such corpus in literature.

Since there are several methods available for extracting PPIs,
the need for benchmarking corpora to compare performance
is critical. Furthermore, it is important to perform cross-
corpora and cross-learning evaluations on these different bench-
mark corpora to examine the robustness of methods to new
datasets. This type of evaluation should more closely re-
produce the setting where the methods would be applied
in practice. Tikk et al. [31] discuss some of the differences
in available corpora (AIMed [5], BioInfer [26], HPRD50 [9],
IEPA [7], LLL [22]) and comment that many changes in
cross-corpora and cross-learning performance are due to dif-
ferent proportions of true cases in the data. Therefore,
we hope that the addition of a new publicly available cor-
pus will aid in the training and evaluation of IE tools for
PPIs. We have not tested our method on these benchmark
data because the annotation of these data is not consistent
with ours. None of the benchmark data specify the inter-
action word that describe the interactions between the pro-
tein pairs they listed as interacting proteins. Our annota-
tion on triplets can be quite different from the one given in
the benchmark. For example, in HPRD50 it was reported
that there are 163 true PPIs, but our manual annotation
only gave 108 true PPI triplets. Our method achieved an
F-measure of 72% by cross-validation using our own anno-
tation, which is comparable to the best performance in lit-
erature. We plan to address the inconsistency of corpus an-
notation in a future study for the commonly used corpora.

Similar to Bui et al. [4], we show that grouping candidate
interactions according to relational word improves perfor-
mance. However, we consider a more flexible grouping scheme
learned from the training data which showed improvement
over the fixed grouping scheme. We also show that even with
the same feature vectors, different classifiers capture differ-
ent grammatical structures better than others. By combin-
ing all of these predictions in an ensemble approach, we fur-
ther improve the predictive performance for the extraction
task.
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